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Abstract 

Speech produced by patients treated for oral or oropharyngeal cancer shows 

deteriorated speech outcome due to loss of tissue, less flexibility of muscles, stiffened 

tissue, nerve damage, and velar dysfunction. The speech quality of patients after 

treatment for oral or oropharyngeal cancer appears to be highly dependent on tumour 

size and subsite: surgical treatments for oral tumour often results in articulation 

difficulties due to tissue loss or structure alteration of articulators, while treatment for 

oropharyngeal cancer often yields nasal resonance problems due to velopharyngeal 

inadequacy. Speech impairment often persists even after reconstructive surgery. 

Articulatory problems due to surgical modifications may be manifested as changes in 

temporal patterns of in trajectories in the acoustic space. Deviations in these patterns 

can be assessed semi-automatically in an objective way by comparing speech samples 

uttered by the patient to those realized by controls. In this paper we examined 

deviations of trajectories as defined by sequences of vectors with articulatory features. 

The comparison between the temporal structure and articulatory feature streams can 

be quantitatively represented as deviations from the control group on the basis of 

differences between the acoustic realisations of specific speech sounds. The analysis 

quantifies the amount of heterogeneity of a patient group compared to a group of 

controls. 
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Introduction 

 

Every year, approximately 500.000 patients are diagnosed with head and 

neck cancer (HNC) worldwide. Medical treatment includes (a combination of) 

surgery, radiotherapy and chemotherapy. After therapy, patients often 

experience a range of long-term physical and social discomforts. Inflexibility 

and deteriorated functionality of the head and neck structures often result in 

speech problems leading to social dysfunction and deteriorated quality of 

life.1-4 The question to what extent this deterioration can be foreseen during 

treatment and how the degree of speech impairment can adequately be 

monitored after surgery raises the importance of adequate measures to 

assess the quality of patients’ speech. To that end, intelligibility ratings 

based on human judgments (annotations) are widely used.5, 6 

The drawback of these human annotation methods, however, is their 

subjectivity and the dependence of a certain protocol that must be adhered 

in order to be able to maintain a minimum inter-rater agreement.7 An 

alternative is therefore to use more objective, signal-based computational 

approaches to analyse speech material produced by patients after surgery. 

Often these computational approaches are closely related to speech 

recognition techniques developed in speech technology, in particular the 

domain of Automatic Speech Recognition.8 

  

With the advent of speech technology, computational assessment methods 

have been developed aiming at estimating ‘speech intelligibility scores’. 

Examples of such methods are the Dutch Intelligibility Assessment (DIA) tool9 

and the assessment tool provided by the PEAKS platform.10 The functionality 

of these algorithms is based on model parameters that often need to be 

adjusted by using a labeled reference corpus. In general, a computational 

approach provides a more objective way than human transcribers to compare 

intelligibility of speech by patients to speech by control speakers. In addition, 

they provide the same functionality across different clinical working 

environments. An additional advantage of many computational methods is 

their scalability: often their performance can be improved or generalized as 

more annotated data become available for training, similar to training 

methods in ASR.8 Windrich et al. (2008) showed that application of ASR word 

recognition rates highly correlated with expert listener evaluations of 

intelligibility, the exact correlation depending on the type of tumour.11 
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Next to methods for assessing speech intelligibility, the automatic 

assessment of the pronunciation quality of pathological speech received 

considerable interest for different patient groups (apraxia12; patients with 

oral or oropharyngeal cancer13
-15; hearing impaired, dysarthria16

-18; 

dysarthria19
-23; pathology in general24). In this domain, many results have 

been formulated based in terms of conventional articulatory-phonetic 

measures such as number of words/second, phones/second, phone duration 

and VOT11, 13, 14, 25, and articulatory measures.23 Methods based on the use of 

conventional features provide already results that are useful to assess certain 

pathologies, especially of problematic phonemes such as plosives. Compared 

to controls, patients had significant longer Voice Onset Time (VOT) in the 

voiced stop consonants /b/ and /d/, and a shorter burst in the voiceless 

consonants /t/ and /p/. Furthermore, patients showed significant more 

voicing during VOT in the voiced consonant /d/ and voiceless consonant /p/, 

and more voicing during the burst in the voiced consonants /b/, and 

voiceless consonants /p/ and /t/. Within the patients group, patients with 

larger tumours had significant less amount of voicing during the pre-burst 

silence portions compared to patients with smaller tumours.13
, 14, 23  

 

De Bruijn et al’s (2011, 2012)13
, 14 analysis is an example in which 

measurements were based on segments that were manually segmented from 

the speech material from patients and controls. The PEAKS approach10 and 

the DIA tool9 take a very different stance by relying on methods similar to 

those developed for Automatic Speech Recognition (ASR). ASR-based 

algorithms are able to transcribe an input speech signal as a sequence of 

symbols (in terms of e.g. words or phonemes). To that end, ASR employs 

statistical acoustic models for monophones or triphones that are trained on a 

training corpus, usually consisting of speech recordings from a large group 

of (healthy) speakers. In conventional ASR, the speakers in this training 

corpus are normal healthy speakers. In standard ASR applications, these 

acoustical models are used to find the best matching word sequence given a 

speech signal, and so to make word recognition possible. At the same time, 

these acoustic models could be applied to estimate statistical dissimilarity of 

pathological patterns from the ‘normal’ patterns by comparing the 

corresponding HMM sequences16
, 20 shows that the degree of pathology in a 

patient’s speech can be assessed by making use of a tailored dictionary to 

recognize the prompted patients’ utterance. Since in ASR the best 

performance is achieved in acoustic test conditions that match the acoustic 
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conditions observed during the training, deviation from normal speech due 

to pathology will have negative impact on the recognition performance of the 

ASR system. PEAKS exploits this effect by considering the word error rate of 

the ASR system as a measure of intelligibility of the patient’s speech.  

This paper presents another way of studying the problem of assessing 

deviant speech. It presents a method to automatically assess speech quality 

in terms of speech production deficiency, by using articulatory trajectories. 

Instead of using statistical models of speech, it uses episodic traces: explicit 

short stretches segmented from speech signals. Our approach models 

speech signal evolving over time as a trajectory in an articulatory or acoustic 

space, and then compares trajectories realized by patients (e.g. by uttering 

one specific word) with the associated trajectories by control speakers 

uttering the same word. By comparing different trajectories on the basis of a 

distance function, controls and patients can be compared. Usually healthy 

speakers have adequate control over a large number of subglottal, glottal 

and supraglottal movements that must all temporally be organised, resulting 

into adequate voice onset and offset, building and releasing of air pressure, 

and vocal tract configuration. Any deviation from this temporal organisation 

will therefore be manifest in deviations in terms of articulatory and acoustic 

trajectories. By zooming in on particular stretches along the trajectories, 

comparisons are possible on subword-, syllable- or phone level, as long as 

the corresponding segmentations are known. 

 

In the trajectory-based approach, individual trajectories in articulatory space 

are the basis for analysis. In this analysis it is essential to have a clear view of 

the variation intrinsic to speech production. From phonetics it is well known 

that the acoustic realisations of a single word spoken by healthy speakers 

with the same mother language, recorded under noise-free conditions, show 

a large acoustical variation due to both speaker-intrinsic and between-

speaker differences. Actually, this variation within and across speakers 

constitutes one of the major open problems in research on Automatic Speech 

Recognition. It can be expected that this type of between-speaker variation 

increases in the case of pathological speech production among patients 

treated for head and neck cancer (HNC), since HNC pathologies can be 

diverse, depending on the location of the surgery and reconstruction.25 The 

type of problems patients experience in speech production largely depends 

on the type of disorder and size of the surgery area. The difficulties HNC 

speakers have in producing specific speech sounds can to a large extent be 
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explained on the basis of articulatory phonetic knowledge. Problematic cases 

are often plosives, the distinction between voiceless and voiced plosives, 

excessive nasalisation, the quality of the (stable cardinal) vowels such as /i/, 

/a/ and /u/, and the quality of the velars /k/, /x/ and the velar nasal as in 

‘ring’. While plosives need a timely and time-critical organisation of many 

articulators, cardinal vowels show how and to what extent articulatory target 

positions can be reached. HNC patients after surgery often have problems 

building up the inter-oral pressure that is required for stop consonants; 

mostly in combination with ceasing vocal fold vibration in case of the 

voiceless stop consonants. Tissue loss around the velum may result in poor 

functioning of the separation between oral and nasal cavities, leading to a 

nasalised sound. 

  

The aim of this paper is to present a computational method for objectively 

assessing pathological speech, spoken by Dutch patients after treatment for 

HNC. The goal of the method is to automatically provide a phonetic 

assessment of a patient’s speech, by quantifying the difference between 

acoustic realisations by patients with comparable realisations by controls.  

 

Methodology 

 

• Articulatory Features  

In phonetics and phonology phonological/phonetic features represent 

distinctive properties of speech sounds. One of the well-known proposals 

has been put forward by Chomsky & Halle (1986)26, distinguishing properties 

such as manner of articulation (e.g. vowel, semivowel, fricative, nasal, liquid, 

stop), place of articulation (e.g. labial, bilabial, velar, front, back) and voicing 

in a formal framework. The Compared to the Mel-Frequency Cepstral 

Coefficients (MFCCs) used in conventional ASR, Articulatory Features (AF) can 

provide more information about how speech sounds are produced, rather 

than represent spectral details, as MFCCs do. At least in theory AFs are 

therefore considered to be more appropriate to indicate deviations in speech 

production. Another potential advantage of an AF description is that AFs are 

asynchronous, that is, they allow speech parts to be classified as ‘nasal 

vowels’, which is an advantage compared to the conventional description of 

speech in terms of sequences of phone like symbols. 

Nowadays several machine learning approaches are available to estimate AFs 

on the basis of real acoustic waveforms as input, including Artificial Neural 
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Nets (ANNs)27 and Support Vector Machines (SVMs).28 AFs have been used for 

improving Automatic Speech Recognition in noisy conditions.29 More 

recently, AFs have been applied to objectively assess pathological speech via 

automatic phone intelligibility rating.17
, 30 

 

The AFs that we will use in this paper are similar to those described in 

Middag et al. (2010).17 They are output from ANNs available in the NICO 

toolkit.31 The ANNs take a mono waveform, sampled at 16 kHz, as input. In 

the first step, the waveform is represented using Mel Frequency Cepstral 

Coefficients (MFCCs). Via a shifting analysis window (with a shift of 10 ms), 

100 MFCC frames per second are computed. In the second step, this MFCC 

sequence is input for the ANNs. By using the outputs of all ANNs, the entire 

speech signal is eventually represented as a sequence of vectors consisting 

of articulatory feature values (estimations). The topology of each ANN was 

modeled by a feed-forward network consisting of one input layer, one 

hidden layer and one output layer. This topology is fixed and kept the same 

during training and test. 

 

Table 21 provides an overview of the different ANNs used. Each ANN 

corresponds to one articulatory feature, specified per row in table 2I. The 

name of the feature is given in the first column, while the feature values are 

mentioned in the second column.  

 

Training data 

The ANNs used in this study were trained on the IFA corpus.32 This corpus is 

manually segmented on the word and phone level. The ANN training is fully 

supervised: the input of the ANN during training consists of the sequence of 

MFCC frames, in combination frame-by-frame with the reference feature 

values for a particular articulatory feature. These reference AF values were 

determined by translating the provided phone labelling into an AF sequence, 

by using a predefined canonical phone-feature translation table. 

 

Input 

The input of the ANN consisted of 7 consecutive MFCC frames, centered 

around the MFCC frame in question. This allows the ANN to take context into 

account into one vector representation, which is necessary to e.g. interpret 

event phones such as stops as a single classification unit. 
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Output 

After training, the output of the ANN provides an estimation of the presence 

of the corresponding articulatory property in the input that is presented to 

the ANN. For example, the manner feature is modeled by the manner-ANN 

which has 6 units in its output layer. These six output units of the manner-

ANN estimate the degree of NULL, approximant, fricative, nasality, stop, and 

vowel, respectively. The NULL value is a unit that takes positive values if the 

network is not able to positively assign values to any of the other five units, 

and is used where the other features make no sense, for example in the case 

of silence and other non-speech portions in the signal. In total, the manner-

ANN classifier provides 6 values each 10 msec. All output values vary 

between 0 (corresponding property absent) and 1 (property present), but are 

not constrained to have a sum equal to 1. 

 

The full output of the AF analysis is constructed by applying all 6 ANNs 

synchronously in parallel and combining the outputs of these ANNs into one 

28-dimensioanl AF-vector. This vector is updated each 10msec implying that 

an entire utterance results in an AF matrix. Of this matrix, the number of 

rows is determined by the number of features (here 28), while the number of 

columns is determined by the duration of the input utterance. 

 

Hidden units 

One of the model parameters in an ANN is the number of hidden layers and 

the number of units in each of the hidden layers (‘hidden’ units). The larger 

the number of hidden units, the more complex an ANN can model a mapping 

from the input space to the output space. In this study, we adopted a setting 

that has been suggested in the literature.27 Each ANN has one hidden layer, 

consisting of 300 hidden units.  

 

Table 22 provides the accuracy of the ANNs on held out test speakers (also 

taken from the IFA corpus), both for the features manner, place, voicing, 

rounding, front-back and static. The accuracy is measured in terms of frame 

accuracy. In addition, a confusion matrix for the AF manner is presented. 

 

Figure 11 provides an example of the behaviour of the AFs over time. The 

input is a wave file with a duration of 1.53 seconds. Along the horizontal 

axis, time is displayed (in terms of frames, frame shift is 0.01 sec). The 

vertical axis shows the 28 AF estimations in the order according to table 22. 
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From the figure, it can be seen that there are 23 frames with leading silence 

and about 10 frames with trailing silence. 

 

 

Table 21. Overview of the ANNs used in this study to estimate the articulatory 

features. By aggravating all outputs, the result is a 28 dimensional feature vector, 

generated each 10 ms. Next to the real output values, each feature may have a ‘NULL’ 

output in the case the feature does not apply, such as in silence portions; 'nill' meaning 

that a value is not defined. 'Approx' means approximant; 'fric' means fricative; 'alveol' 

means alveolar; 'labiodent' means labiodental.  

 

Feature Set of output values component 

Manner NULL-approx-fric-nasal-stop-vowel 1-6 

Place NULL-alveol-[dent-]high-labiodent-low-mid-velar 7-13 

Voice NULL-unvoiced-voiced 14-16 

Front-back NULL-back-central-front-nil 17-21 

Round NULL-nil-round-unround  22-25 

Static NULL-dynamic-static 26-28 

 

 

Table 22. This table shows the performance (frame accuracy, in percentages) per 

ANN on independent test data (independent set of healthy test speakers, from the IFA-

corpus), after training. 

 

Manner 84.7 

Place 76.7 

Voice 93.5 

Front-back 83.6 

Round 87.4 

Static 89.7 
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Figure 11. Articulatory feature estimation unfolding over time. Along the horizontal 

axis, time is displayed (in terms of frames, each frame is 0.01 sec). The vertical axis 

shows the 28 AF estimations in the order according to table 22. The recording starts 

with 23 frames with silence, and finishes with about 10 frames of trailing silence. It 

can be seen that during silence, the features corresponding to NULL in table 22 have a 

value of 1, in accordance with the definition of these NULL features as ‘not applicable’. 

Each feature has a range between 0 (absent) and 1 (present). For the sake of clarity, 

feature plots are given alternating colours and line type, and feature plots are 

displayed with an increasing offset. 

 

 

• HNC speakers 

The analysis has been applied onto patients recorded in a database that is 

maintained at the Department of Otolaryngology-Head & Neck Surgery of VU 

University Medical Center in Amsterdam, the Netherlands. Fifty-one patients 

between 23 and 73 years (mean: 53.8 years, sd: 8.7 years) were included in 

the study after written informed consent. Furthermore, eighteen gender- and 

age matched controls were included (table 23). All patients suffered from oral 

or oropharyngeal cancer. They are member of a cohort of patients treated by 

surgery and radiotherapy at the Department between 1999 and 2001. 

Patients underwent medically successful composite resections for advanced 

oral or oropharyngeal squamous cell carcinoma with microvascular soft 

tissue transfer for the reconstruction of surgical defects. Patients received 

radiotherapy in the more severe cases such as an advanced (T3-4) tumour. 
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Exclusion criteria were incapability to participate in functional tests, difficulty 

communicating in Dutch and age beyond 75 years.  

 

 

Table 23. Overview of gender, tumour site and stage of 51 patients included in the 

study 

 N % 

Gender   

Male 28 (55) 

Female 23 (45) 

Tumour site   

Oral cavity 21 (41) 

Oropharynx 30 (59) 

T-classification   

2 26 (51) 

3-4 25 (49) 

 

 

• Speech recordings 

Patients (6 months after treatment) and controls read-aloud a standardized 

Dutch text starting from the beginning of that text, until a recording time of 

60 seconds was reached. The text was presented on paper and was the same 

for each speaker. During recording, the distance between lips and 

microphone was kept as constant as possible (30 cm). Speech recordings 

were conducted in a sound attenuated booth at the hospital. For each 

speaker the recording level was adjusted to optimize signal-to-noise ratio. 

The recorded speech was digitized with Cool Edit PRO 1.2 (Adobe Systems 

Incorporated, San Jose, CA, USA) to a mono signal with a sample frequency of 

22 kHz (22050 Hz) and a resolution of 16-bit/sample. For each patient, the 

conversion of the resulting 60-sec wave file into an Articulatory Feature 

representation resulted in a matrix of size 28 (number of rows) times 6000 

(number of columns). The 6000 column vectors correspond to the duration 

(60 sec) of the entire signal. These matrices are the starting point of the 

trajectory analysis. 
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• Between-speaker alignment 

Because of speaker dependent aspiration difficulties, hesitations and pause 

durations, the amount of actual speech available in each 60-sec recording 

differed per speaker. The next step in the processing was therefore the 

alignment of corresponding stretches across speakers. This alignment was 

done by applying Dynamic Time Warping (DTW). DTW is a dynamic 

programming technique that allows the warping of two signals by locally 

stretching and shrinking; the resulting output alignment path provides the 

information how this stretching/shrinking must be done to minimize the 

alignment error. The DTW output is more reliable if the input sequences are 

not too long and if the two sequences can in principle be warped by a series 

of progressive steps (i.e. no loops).  

To optimize the quality of the alignment, the DTW between two speakers was 

carried out on multiple substretches, instead of directly on the entire signal. 

These substretches were manually chosen to correspond to short word 

sequences, in such a way such that no restart, hesitation of word truncation 

appeared in any of the stretches. 

 

In general, the resulting stretches were sufficiently pronounced for reliable 

alignment. For 13 out of 51 patients, however, the resulting DTW paths 

showed glitches due to sloppy articulation. These glitches were detected by 

locating significantly longer durations of horizontal and vertical alignment 

steps. In these cases, the automatic alignment was therefore further 

improved by forcing the DTW to make use of a number of marked anchor 

points in the signal on the basis of a manual segmentation of the plosives 

/p/, /t/, /k/, /b/, /d/ and the vowels /i/, /a/ and /u/ and their direct 

segmental pre- and post-context.  

 

Figure 12 shows an example of the best alignment path based on the first 20 

seconds of two speakers. The optimal alignment path is indicated as red line. 

The deviation of this path from the diagonal shows the different reading pace 

of the speakers.  
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Figure 12. Example of an alignment via DTW between two recordings (file 1 displayed 

horizontally and file 2 displayed vertically) from two different speakers in the control 

group. The recording starts at the point (1, 1) in the left upper corner. Deviations from 

the diagonal reflect the difference in reading pace between the two aligned speakers. 
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Figure 13. This figure presents transitions between vowels (dashed lines) and 

plosives (solid lines), represented by overlaying two of the 6 manner features (vowel 

and plosive), across control speakers. Time is displayed horizontally (one unit is a 10 

msec step, corresponding to one frame); the feature values are displayed vertically. 

 

 

After the DTW alignment, it is possible to closely compare similar stretches 

of speech across speakers. This comparison was done by first aligning two 

AF vector sequences according to the DTW alignment path, followed by 

selecting specific segments (stretches). Figure 13 presents an example of 

such a comparison, in which speech segments are shown that adhere to the 

following combination  

 

{ +vowel, –plosive} – {–vowel, +plosive} 

 

The figure presents an overlay of different 40-ms long sub-trajectories in 

the AF space, which correspond to transitions between vowels and plosive. 
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Along the horizontal axis, the time is displayed in terms of frames. The 

vertical axis displays the estimated AF values (where 0 and 1 mean ‘absent’ 

and ‘present’, respectively). The dashed (red) curves indicate the value of the 

vowel-feature varying over time, while the solid (blue) curves) indicate the 

estimated value of plosive. The overlay is based on realisations by control 

speakers. This figure only shows a 2-dimensional snapshot of vowel-plosive 

transitions; the actual trajectories are 28-dimensional. 

The figure shows a clear temporal relation between the two features. There 

are, however, a number of transitions that deviate from the overall pattern. 

These deviations are due to locally imprecise AF estimations in combination 

with local glitches in the DTW alignment. Despite these deviations from the 

overall pattern, we decided to use this type of analyses as a basis for two 

experiments aiming at the assessment of the dissimilarity between a 

patient's speech and speech by a group of controls. These experiments will 

be described in the following section. 

 

Experiments 

 

To interpret anomalies of patients' speech, we performed two experiments. 

In experiment A we focused on two types of speech sounds that are known 

to be problematic for a large group of HNC patients: the plosives and velars. 

In this experiment, we investigate this by zooming in on transitions from 

vowels to plosives and from vowels to velars. These CV-combinations were 

chosen because articulatory deficiencies are most prominent in such 

transients. The analysis was done by investigating the temporal behavior of 

the plosive and velar component in the AF vector, after temporal alignment 

with the vowel feature. In experiment B, we investigated to what extent the 

patients group can be distinguished from the controls by quantifying the 

distances between trajectories in the AF space, by using the entire AF vector, 

instead of two specific components, as was done in experiment A. 

 

• Experiment A 

 

Method 

The method is on based on contrasting DTW-associated segments from two 

trajectories in AF-space. First, we used the time aligned stretches based on 

the processing presented in the previous section. Next we collected all 
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stretches in the available speech material that matched a temporal 

articulatory feature (AF) pattern described by a feature specification 

 

{ +vowel, –plosive} – {–vowel, +plosive} 

 

The stretches were found by using this template on the feature values for 

vowel and plosive for the frames centered around time T. The selection 

procedure and the signal analysis were the same for controls and patients. 

The resulting stretches are then statistically compared and displayed visually. 

 

Plosives 

All stretches in the available speech material were collected that matched the 

following feature specification 

 

{ +vowel, –plosive} – {–vowel, +plosive} 

 

The stretches were found by using this template on the feature values for 

vowel and plosive for the 5 frames centered around time T, and sliding this 

5-frame window along the entire AF representations. The selection 

procedure was the same for controls and patients. Across all speakers, this 

resulted in a collection of 141 short stretches of trajectories (all with the 

requested pattern). Of these, 122 correspond to ‘real’ phonetically valid 

transients from vowels to plosives in the speech material, the remaining 19 

could be considered as ‘false alarms’ (false positives) and were due to 

incorrectly estimated feature values. 

The trajectory analysis described here is based on all 141 found instances. It 

was decided to keep the false positives in the analysis set, with the 

motivation that this makes the modeling entirely data driven (that is, 

applicable without additional top-down knowledge) and therefore applicable 

in a clinical setting. 

 

Figure 14 shows an overlay of the curves of the component plosive over time. 

Here, only the plosive component is plotted: the vowel component (which 

played a role in the selection of the stretches) is irrelevant here and therefore 

omitted. The thick lines indicate the average trajectory (upper curve for 

control speakers, lower curve for patients). The bars indicate the 95% 

confidence interval, assuming a binomial distribution per instant. The figure 

shows that patients (considered as a group) produce the plosives less 
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complete (i.e. the patient curves do not reach the plosive values reached by 

the controls), and that their production is slower (on average, the patient 

curves increase with a smaller rate than the curves by control speakers). 

 

 

 
Figure 14. This figure shows the development over time of the plosive feature for 

vowel-plosive transitions for patients (the lower dashed lines) and control speakers 

(the upper solid lines). The thick lines represent group averages. The bars indicate the 

95% confidence interval. For the sake of clarity, only one third of all individual 

trajectories are shown. 

 

 

Velars 

For the velars, we collected stretches that matched the pattern {+vowel, –

velar} - {–vowel, +velar}. The overlay of the trajectories for the velar 

component in the AF vector after DTW-alignment is shown in figure 15. The 

figure shows that realizations can be compared against realizations by 

control speakers after proper DTW alignments. Similarly for the vowel-

plosive transitions, figure 15 suggests that in general patients produce the 
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velars less complete (the patient curves do not reach the values as reached 

by the controls) and delayed (on average, the patient curves increase with a 

smaller rate than the curves by control speakers). The variation in acoustic 

realizations by patients shows, however, that not all patients underperform 

compared to the control speakers.  

 

 

 
Figure 15. Overlay of the velar component in the AF representation over time, for a 

set of vowel-velar transitions. The patient group is represented by the dashed lines; 

the controls are represented by solid lines. The thick lines present the group averages; 

the vertical bars indicate the 95 percent intervals.  

 

 

The incompleteness of the plosives and velars of patients compared to the 

controls, as well as the slowness of the production is in line with other 

findings in the literature.13
, 23 In addition, however, the analysis is based on 

the direct comparison of trajectories in AF-space, and provides an analysis 

framework to quantify this effect. The method is based on an analysis of 
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short specific stretches after DTW alignment, while the stretches are selected 

on the basis of target values of specific components in the AF vectors. 

The observable variation in acoustic realizations by patients suggests that it 

is not necessarily the case that all patients underperform, compared to 

control speakers. Actually a number of trajectories from patients are 

indistinguishable from realizations by controls. This again supports that 

deviations of a patient in contrast with controls are specific for particular 

speech units and that a speaker might only properly be rated in comparison 

to a group of control speakers by contrasting specifically selected 

synchronized stretches of speech. This will be further investigated in 

experiment B. 

 

• Experiment B 

The previous experiment A aimed at assessing speech from patients by 

contrasting it to speech from controls, and by focusing on particular 

stretches in the speech signal that were known to be problematic(plosives 

and labials). The results suggested that patients are likely to form a rather 

heterogeneous group (more heterogeneous than control speakers), in which 

each individual is characterized by his/her own idiosyncrasy in terms of 

speech production details. This was done by comparing specific CV 

transients from patients and controls after DTW-alignment, and taking two 

features (vowel versus plosive, and vowel versus velar, respectively). Since 

speech pathologies may have a very individual character, on an individual 

basis a certain patient might be very similar to a control speaker (or a group 

of control speakers), while being deviant from another control speaker. This 

suggests that taking all features into account might lead to a more global 

assessment of patients versus controls. 

Experiment B aims to address this by quantifying the dissimilarity between 

patients and controls by taking the entire AF-trajectory into account. The 

methodology is based on the use of a classifier to contrast one specific 

patient against one specific control speaker, after first training the classifier 

on held-out patient and control data. Since the data set is not very large, 

overtraining was avoided by using a leave-one-out training and test scheme. 

 

Data 

Speech samples of 51 patients and 18 controls were used in this experiment, 

the same speech samples as in Experiment A.  
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Method 

In order to investigate to what extent a specific patient differs from controls, 

we performed a classification experiment. The task of the classifier is to 

distinguish patients from control speakers. The procedure is based on cross-

validation, in which a classifier is first trained to discriminate the two groups, 

and next to specifically contrast a held-out patient and held-out control 

speaker by classifying them as member of their own respective group.  

 

Because there is an unequal number of patients and controls, which may 

result in a classification bias, the groups were balanced during training in the 

following seven-step way. 

 

[1] A specific patient P and control C were chosen. These speakers were 

contrasted. 

[2] A subgroup of 17 patient speakers was defined by randomly choosing 

speakers from the patient group – this selection excluded patient P. This 

defined patient group P. 

[3] The 17 other controls defined control group C. 

[4] A machine learning algorithm was applied to discriminate groups P and 

C. The algorithm was set up in such a way that its outcome can be 

interpreted as a binary linear classifier discriminating two classes. It was 

implemented as an MLP without hidden layer. When used in the test, the 

resulting classifier is able to classify an unknown speaker in terms of 

belonging to the ‘patient’ or ‘control’ group by providing a graded 

membership for the group ‘control’ and idem for ‘patient’. The membership 

is between 0 (absolutely no member) to 1 (absolutely a member). 

[5] In the actual test, this trained classifier was applied to both unseen 

speakers P and C. If these speakers are highly similar, the classifier would 

not be able to discriminate them, even with prior knowledge about 17 

patients and 17 controls. If P and C are sufficiently different, the classifier 

should be able to classify them both in their own correct category, with a 

clear margin from the class boundary. 

[6] For each pair of P and C, this procedure was repeated 10 times, every 

time with another randomly drawn set for P. This reduces the risk of 

classification results being influenced by local minima during the 

optimization of the classifier to a minimum. 

[7] For each patient P and control speaker C, it was determined how often the 

classifier was able to separate P and C by assigning them to their own group 
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with correct membership grades of at least 0.6 (i.e. avoiding a classification 

result within a margin of 0.1 from the class boundary). (This margin 

threshold was determined on a number of preliminary test runs; 0.6 led to 

very interpretable and stable results.) 

 

The result of this analysis is shown in figure 16. 

 

 

 
Figure 16. This figure presents a patient-to-control speaker separability matrix. 

Patients are arranged horizontally, while control speakers are arranged vertically. Each 

cell displays the probability of a certain patient and control speaker being 

distinguishable on the basis of the corresponding patterns in their AF trajectories. For 

this figure, both the 51 patients and the 18 control speakers have been sorted in such 

a way that the best separation (the highest score in each cell) is for the ones with the 

highest index (corresponding to the brightest cells, located in the area bottom-right in 

the figure), while the combinations of patients and controls with the worst separation 

is located in the top-left part of the matrix. For example, a value of 0.8 in a cell means 

that a combination of patient (x-axis) and control (y-axis) can be clearly distinguished 

in 80 percent of all classification trials. Patients situated at the left half of the matrix 

are less distinguishable from controls than patients located at the right-hand side. 
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From figure 16 a number of observations can be drawn. From the distribution 

of high-valued cells (cells with value > 0.8, bottom-right), it can be observed 

that many of the patients can be clearly distinguished from the majority of 

controls. Compared to the bottom-right part, the top-right part has lower 

scores. These lower scores indicate that there are control speakers that less 

distinguishable from a subgroup of patients. This suggests that these control 

speakers may be located closer to the group of patients than the other 

control speakers. The low scores at the very left part of figure 16 show that a 

few patient speakers actually use pronunciations that are hardly 

distinguishable from the control speakers. In combination, the figure shows 

the complex varying degree of distinguishability between patients and 

controls, by presenting the discriminability distribution of patients and 

control speakers, in particular the variation within the patient group 

compared to the variation in the control speakers. 

 

To a certain extent, the position of each patient in figure 16 can be related to 

the pathology of each patient. In the patient database, each patient is 

characterized by a number of typological factors such as the tumour size 

(T1/2 or T3/4), the location of the tumour along the vocal tract (oro-

pharyngeal or oral), and the tumour’s medical basis (floor of mouth, tongue 

basis, tonsil, palatum molle, the mobile part of the tongue). Table 24 shows 

these typological factors for all patients in a top-down order corresponding 

to the order from left to right in figure 16. It can be seen that tumour size is 

likely to play a role in the ranking (10 patients with advanced tumour among 

the first half, 15 among the second half). Also the primary location of the 

tumour (third column in table 24) seems to be a factor: all patients with 

advanced tumour at the mobile part of the tongue figure in the lower half of 

the list. Overall, however, the relation is quite fuzzy – apparently the 

individual characteristics of patients vary largely. 
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Table 24. Ordering of patients in accordance with the ordering displayed along the 

horizontal axis in Fig 6. The typological characteristics for all patients are shown in a 

top-down order corresponding to the order from left to right in Figure 6. At the top, 

patients are ranked that are most similar to controls; patients who are clearly 

distinguishable from controls are ranked at the bottom of the list. 

Tumour size Tumour location 

along vocal tract 

Primary tumour 

1-2 oral floor 

1-2 oropharyngeal tonsil 

1-2 oropharyngeal tonsil 

1-2 oropharyngeal palatum molle 

1-2 oral floor 

1-2 oropharyngeal tonsil 

1-2 oral floor 

1-2 oropharyngeal tonsil 

3-4 oral floor 

1-2 oropharyngeal tonsil 

1-2 oropharyngeal tonsil 

1-2 oropharyngeal tongue basis 

3-4 oropharyngeal palatum molle 

3-4 oropharyngeal tonsil 

1-2 oropharyngeal palatum molle 

3-4 oropharyngeal tonsil 

3-4 oropharyngeal palatum molle 

3-4 oral floor 

1-2 oropharyngeal tongue basis 

1-2 oral tongue (mobile part) 

1-2 oral tongue (mobile part) 

3-4 oropharyngeal tongue basis 

3-4 oropharyngeal tonsil 

3-4 oropharyngeal tonsil 
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3-4 oral floor 

1-2 oropharyngeal tongue basis 

1-2 oral tongue (mobile part) 

1-2 oropharyngeal tongue basis 

1-2 oral floor 

3-4 oropharyngeal tonsil 

1-2 oral floor 

3-4 oral tongue (mobile part) 

3-4 oral tongue (mobile part) 

3-4 oral floor 

3-4 oropharyngeal tonsil 

1-2 oropharyngeal tonsil 

3-4 oropharyngeal tonsil 

3-4 oropharyngeal palatum molle 

1-2 oropharyngeal palatum molle 

1-2 oropharyngeal tonsil 

3-4 oral floor 

3-4 oropharyngeal tonsil 

3-4 oral floor 

1-2 oral tongue (mobile part) 

1-2 oropharyngeal tongue basis 

1-2 oral tongue (mobile part) 

3-4 oropharyngeal tonsil 

3-4 oral tongue (mobile part) 

3-4 oropharyngeal tongue basis 

3-4 oral tongue (mobile part) 

3-4 oral tongue (mobile part) 
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Discussion 

 

The method presented in this paper aims at the quantification of the 

dissimilarity of an HNC patient's speech, on the basis of high dimensional 

trajectories in a space spanned by articulatory features. While articulatory 

features have been used in previous research29, 33, 34 the use of trajectories in 

AF space is new. The two experiments presented in this paper present 

different ways to assess the difference between a patient and a group of 

controls. Experiment A is based on an analysis in which a predefined 

'phonological pattern' is used to automatically select small stretches along 

the AF trajectory, after which a cross-speaker comparison can take place by 

zooming in on the features that are relevant for the phonetic contrast. This 

analysis showed that in general patients produce velars and plosives less 

clearly and more slowly than controls. At the same time, however, there is a 

quite a large variation within the patient group, which supports the findings 

that an HNC patient may have individual idiosyncratic speech production 

anomalies. 

The aim of the second experiment (B) was to address the degree of anomaly 

by specifically contrasting a patient with a control and to investigate how well 

this patient can be distinguished from this control speaker using a 2-way 

classifier that generates estimates for graded membership of speakers as 

member of the 'patient class' and 'control class'. This procedure was repeated 

for all patients and all control speakers. The results show that both the 

patient group and control group can be better considered as partially 

overlapping clouds. Some patients showed a relatively small dissimilarity with 

some of the controls. 

 

In both experiment A and B, the approach is based on analysis of (a part of) 

the AF trajectories. The alignment method applied here can be compared to 

other AF-based methods, such as Middag et al. (2010).17 Also Middag et al. 

used features that are closely related to articulatory dimensions. A direct 

comparison with our results, however, is difficult: their target group 

consisted of hearing impaired speakers, and their aim was different, namely 

to show that a limited number of features are sufficient to get a detailed 

characterization of the type and severity of the articulatory problems of a 

certain speaker. 

The use of AFs is in contrast with other methods such as PEAKS in which 

more conventional statistical acoustic models are applied. PEAKS makes use 
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of a tailored dictionary to recognize the prompted patients’ utterance. Since 

in ASR the best performance is achieved in acoustic test conditions that 

match the acoustic conditions observed during the training, deviation from 

normal speech due to a pathology will have negative impact on the 

recognition performance of the ASR system. PEAKS exploits this effect and 

uses the word error rate of the ASR system as a measure of intelligibility of 

the patient’s speech.  

Furthermore, in contrast to ASR-related assessment methods, no predefined 

dictionary with phonetic pronunciations is required. In ASR, these acoustical 

models are used to discriminate words and so to make word recognition 

possible. At the same time, these acoustic models can be applied to estimate 

statistical dissimilarity of pathological patterns from the ‘normal’ patterns by 

evaluating the corresponding HMM sequence. Middag et al. (2009) showed 

that such models can be used to assess the degree of pathology in a 

patient’s speech on a patient population with a wide range of speech 

production disorders.16  

 

The application of AFs has a potential advantage compared to the use of a 

phonetic/symbolic description of speech. AFs allow asynchronous changes 

across the feature streams which make these features useful for assessing 

coarticulation phenomena and pathologies in speech due to temporal 

mismanagement. Anomalous production can therefore be interpreted in 

terms of deviations between trajectories in AF space. In the experiments we 

made use of this property by investigating the statistical properties of the 

trajectories of specific segments, aggravated over all speakers groups 

(patients and controls). 

The results of this study are in line with general findings in other studies 

focussing on pronunciation quality5
, 12-14 but provide a platform for extending 

the scope of the analysis based on trajectories in a space defined by the 

articulatory features. Other, more classical phonetic features were often 

shown to be useful for distinguishing specific pathological realizations of 

phonemes to distinguish patients and controls. This type of phonetic 

analyses was mainly performed on specific phones.14
, 23 The AF approach in 

this paper extends this type of phone-based analysis by taking the entire AF 

trajectory and the use of all features as a starting point. 
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Conclusion 

In this study, we explored two different methods to study articulatory 

patterns in speech produced by 51 HNC patients by contrasting these 

patterns with those from a group of 18 control speakers. The first 

experiment (A) in this paper is based on a comparison of specific stretches of 

speech that match a patterns defined in terms of these features (vowel-

plosive combinations, and vowel-velar combinations). The results of 

experiment A show that, on average, patients do not fully reach the 

articulatory targets as realized by controls. They approximate these targets – 

on average patients reach only about 80 percent of the target values realized 

by controls. In addition, this approximation is slower, both for the vowel-

plosive transients and for the vowel-velar transients. This objective analysis 

of articulatory patterns estimated on the basis of articulatory features (AF) in 

speech of HNC patients is feasible and valid, but leaves room for 

improvement to make specific conclusions about individual speakers. 

In experiment B, the focus is on contrasting an individual patient to an 

individual control speaker, by using a classifier that attempts to distinguish 

the two based on two balanced independent groups of patients and control 

speakers. Figure 16 shows the results of a quantitative separability analysis 

based on AF trajectories, showing that there is a large variation in this 

separability measure across patients and across controls. Most patients can 

be clearly distinguished from most control speakers, but a few patients are 

hardly distinguishable from any control speaker. This result provides 

quantitative evidence for the heterogeneous character of pathological 

speaker groups.24  

 

In conclusion, automatic methods for feature extraction in combination with 

a pattern analysis based on the alignment of episodic corresponding 

stretches can serve as a basis for research aiming at an in-depth, 

articulatory-inspired analysis of pathologies in speech. 
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